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https://docs.google.com/file/d/1Lnu9rx7KwZ_iVuxaOHbGS57N8jeC7cvy/preview
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http://www.youtube.com/watch?v=MY7jZGZw9vA&t=37
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GPU RAM and KV Cache

Batch size & ops:bytes

Scheduling in dozens of clusters

Autoscaling (and the lack thereof)
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  3352 GB/s              32 GB/s
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GPU memory is valuable

It is a bottleneck
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Cache misses are non linear on compute
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"Utilization" isn't simple

KV Cache + Batch Size
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"Utilization" isn't simple

KV Cache + Batch Size
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Quick brown fox jumps

Four score and seven years

metric to balance when scaling ChatGPT is batch
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3.35 TB

1.98 PFLOP
591

ops:byte
:1
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Quick brown fox jumps

Four score and seven years

metric to balance when scaling ChatGPT is batch

by changing our batch size

we need to monitor our batch
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http://www.youtube.com/watch?v=vY61ExKhnfA&t=48


https://www.semianalysis.com/p/nvidiaopenaitritonpytorch#%C2%A7the-memory-wall
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systems engineering > narrow optimizations
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systems engineering > narrow optimizations

adapt to novel constraints
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systems engineering > narrow optimizations

adapt to novel constraints

dive deep
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ChatGPTAPIInfrastructureInference
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D E R P
Engineering Research ProductDesign
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mild duplication

buy over build

AGI mission
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GPUs are part of an engineering system

KV, Batch, Arithmetic Intensity Matter. Deep properties 
of any system matter.
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Keep the startup mentality and structure



83

Trust & Safety is paramount

Abuse happens early and can is surprising
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